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1. BACKGROUND AND INTRODUCTION 

1.1 Prosodic form and prosodic function 
Like all aspects of language, speech prosody can be described both from the point of view 

of its form and of its function. One particular characteristic of speech prosody, which is rather 
different to other aspects of language, is the fact that both the functions and the forms of 
prosody are nearly universal. From the point of view of prosodic forms, all languages make use 
of distinctions of quantity, of loudness, of pitch height. In nearly all languages prosody seems to 
make some contribution to the lexical identity of words (through tone, quantity, accent), it also 
allows speakers to make some words more prominent than others and to group words in 
different ways to convey different meanings. There are also a vast (and still rather poorly 
understood) number of speaker effects which are carried mainly by prosody - the expression of 
attitudes, emotions, and affect in general, many of which seem to have fairly universal 
characteristics. What is language specific is not the existence of these forms or these functions 
but the way in which a specific language or dialect establishes a mapping between the forms 
and the functions. 

1.2 Phonetics and phonology between acoustics and meaning 
In recent work, my colleagues and I have argued that the mapping between acoustics and 

linguistic functions is not a direct one but that we can usefully distinguish a number of different 
levels of representation. In particular we have argued that we need to distinguish three 
intermediate levels between the physical acoustic signal and a functional representation of 
linguistic meaning: 

 
• phonetic representation - this is already an abstraction from the acoustic signal by means 

of continuous variables, possibly neutral with respect to speech production and speech 
perception 

• surface phonological representation - we take this level to be that of discrete categories but 
where each category is directly related to an observable characteristic of the acoustic signal 

• underlying phonological representation - this level corresponds to what the speaker of a 
language knows when he knows the prosodic system of the language. Unlike the surface 
phonological representation, the underlying form may be only indirectly related to the 
observable speech signal. 
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It is obvious that the further we abstract away from the observable data, the more theory 
dependent will be our representation. In the area of speech prosody we have developped 
specific proposals for each level of representation.  

In the rest of this section I will outline the nature of the proposed representations and in the 
next section briefly illustrate them with examples from the Italian data. My aim will not be to 
present any specific results concerning this data but quite simply to show that the sort of tools 
we have been developing over the past years can be appropriate for the analysis of data of this 
type. By applying automatic and semi-automatic procedures we hope to escape at least to some 
degree from the arbitrariness inherent in the choice of a specific linguistic framework. 

1.3 Momel - a phonetic representation of pitch 
For reasons of time I will concentrate here on the representation of pitch although most of 

what I describe could equally well be applied to the representation of quantity and loudness (cf 
Hirst, 1999; Hirst & Auran, 2005 for work extending our framework to the area of rhythm). 

The analysis of raw fundamental frequency curves for the study of intonation needs to take 
into account the fact that speakers are simultaneously producing an intonation pattern and a 
sequence of syllables made up of segmental phones. The actual raw fundamental frequency 
curves that can be analysed acoustically are the result of an interaction between these two 
components and this makes it difficult to compare intonation patterns when they are produced 
with different segmental material. Compare for example the intonation patterns on the 
utterances Its for papa and It’s for mama. 

The Momel algorithm attempts to solve this problem by factoring the raw curves into two 
components: 

 
• a macromelodic component - modelled as a quadratic spline function.  
This is assumed to correspond to the global pitch contour of the utterance, and which is 

independent of the nature of the constituent phonemes. The underlying hypothesis is that this 
macromelodic component is, unlike raw fundamental frequency curves, both continuous and 
smooth. It corresponds approximately to what we produce if we hum an utterance instead of 
speaking it. 

 
• a micromelodic component consisting of deviations from the macromelodic curve - called 

a micromelodic profile.  
This residual curve is assumed to be determined entirely by the segmental constituents of 

the utterance and to be independent of the macromelodic component. 
 
The quadratic spline function used to model the macromelodic component is defined by a 

sequence of target points, (couples <s, Hz> each pair of which is linked by two monotonic 
parabolic curves with the spline knot occurring (by default) at the midway point between the 
two targets. The first derivative of the curve thus defined is zero at each target point and the two 
parabolas have the same value and same derivative at the spline knot. This in fact defines the 
most simple mathematical function for which the curves are both continuous and smooth. 

On the one hand, two utterances “For Mama!” and “For Papa!” could thus be modelled 
with the same target points (hence the same macromelodic component) while “For Mama?” 
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and “For Papa?” would also have the same target points but which would probably be different 
from those of the first pair. 

On the other hand, the utterances “For Mama!” and “For Mama?” could be modelled with 
the same micromelodic profile but with different target point, while “For Papa!” and “For 
Papa?” would also have the same micromelodic profile but which would be different from 
those of the first pair. 

The Momel algorithm derives we refer to as a phonetic representation of an intonation 
pattern which is neutral with respect to speech production and speech perception since while 
not explicitly derived from a model of either production or perception it contains sufficient 
information to allow it to be used as input to models of either process. The relatively theory-
neutral nature of the algorithm has allowed it to be used as a first step in deriving 
representations such as those of the Fujisaki model (Mixdorff, 2000), ToBI (Maghbouleh, 1999; 
Wightman et al., 2000) or INTSINT (Hirst & Espesser 1993, Hirst et al., 2000). 

1.4 INTSINT - a surface phonological representation of intonation 
INTSINT is an acronym for INternational Transcription System for INTonation. 
The first version of this system was proposed in Hirst (1987) as a prosodic equivalent of the 

International Phonetic Alphabet and the INTSINT alphabet was subsequently used in Hirst & 
Di Cristo (1998) in just over half of the chapters. 

INTSINT codes the intonation of an utterance by means of an alphabet of 8 discrete 
symbols constituting a surface phonological representation of the intonation: 

 
 T (Top), M (mid), , B (Bottom),  
 H (Higher), , L (Lower), S (Same),   
 U (Upstepped), D (Downstepped). 
 
These tonal symbols are considered phonological in that they represent discrete categories 

and surface since each tonal symbol corresponds to a directly observable property of the speech 
signal. 

The tones can be aligned with phonological constituents by means of the following 
alignment diacritics following the tonal symbol: 

 
 [ (initial), < (early), : (medial), > (late), ] (final) 
 
The relevant phonological constituent with which the tonal segments are aligned can be 

taken as the sequence of symbols between the following pair of slashes /…/. 
The following is an example of a transcription using the IPA (International Phonetic 

Alphabet) of a possible reading of the sentence “It’s time to go”: 
 
 M:/ɪts/T:/taɪmtə/D<B]/ɡəʊ/  
 
This corresponds to a Mid tone aligned with the middle of the syllable “It’s” then a Top tone 

aligned with the middle of the unit “time to” and then a Downstepped tone aligned early in the 
syllable “go” and a Bottom tone aligned with the end of the same syllable. 
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The phonetic interpretation of the INTSINT tonal segments can be carried out using two 
speaker dependent (or even utterance dependent) parameters. 

 
key: like a musical key, this establishes an absolute point of reference defined by a 

fundamental frequency value (in Hertz). 
range: this determines the interval between the highest and lowest pitches of the utterance. 
 
In the current algorithm (Hirst, 2004; 2005) the tonal segments can be converted to target 

points, like those generated by the Momel algorithm, using the following equivalences. P(i) in 
the following formulae refers to the current Pitch target, P(i-1) to the preceding pitch target. 
Pitch targets are normally calculated on a logarithmic scale. 

The targets T, M and B are defined 'absolutely' without regard to the preceding targets 
 
 T: P(i) := key + range/2 
 M: P(i) := key 
 B: P(i) := key - range/2 
 
Other targets are defined with respect to the preceding target: 
 
 H: P(i) := (P(i-1) + T) / 2 
 U: P(i) := (3*P(i-1) + T) / 4 
 S: P(i) := P(i-1) 
 D: P(i) := (3*P(i-1) + B) / 4 
 L: P(i) := (P(i-1) + B) / 2 
 
A sequence of tonal targets such as: 
 
 [M T L H L H D B] 
 
assuming values for a female speaker of key as 240 Hz and range as 1 octave, would be 

converted to the following f0 targets: 
 
 [240 340 240 286 220 273 242 170] 
 
which can then be used to generate a quadratic spline function modelling the macroprosodic 

curve of the utterance. 
An interesting consequence of this model is that it automatically introduces an asymptotic 

lowering of sequences such as H L H... such as has often been described both for languages 
with lexical tone and for languages where tone is only introduced by the intonation system, 
without the need to introduce a specific downdrift or declination component. 

The particular values used for calculating the value of D and U have the effect that in a 
sequence [T D] for example, the D tone is lowered by about the same amount as the H tone in 
the sequence [T L H]. In many phonological accounts, Downstepped tones are analysed as a 
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High tone which is lowered by the presence of a “floating” low tone, so that the surface tone 
[D] can be considered as underlyingly [L H]. 

1.5. Underlying phonological representation of intonation.  
As mentioned above the further we abstract away from the observable acoustic signal the 

more theory dependent, and hence the more controversial, is our representation. This is of 
course not specific to speech prosody - there is very little consensus among linguists in general 
as to the underlying phonological form of words in most languages. For this reason I shall not 
go into any detail about what such a representation might look like but the interested reader 
may consult Hirst (1998) for one model of an underlying phonological representation of part of 
the intonation system of English. 

Each level I have described is required to be interpretable at adjacent levels - thus a 
constraint on phonetic representations is that they should be interpretable both acoustically and 
phonologically. It is to be hoped that the type of (semi-)automatic derivation described here, 
when applied to large and varied corpora, may help to make progress in understanding the 
nature of underlying representations and their relation to prosodic functions. 

2. SAMPLE APPLICATION TO THE ITALIAN DATA 
In this section I try to show how the tools described above can be practically applied to a 

small portion of the Italian data. The extract analysed is the sound DGmtA01N141-175.  

2.1 Separating the two speakers 
Since there are two speakers, the automatic analysis of f0 is problematic since the two 

speakers do not necessarily have the same acoustic characteristics. The first task, then is to 
separate the recording into two recordings - one for each speaker. This was carried using the 
Praat software (Boersma & Weenink 1995-2006). First of all a rough annotation of the passage 
was made using the TextGrid format with one tier for each speaker. This was performed 
manually but could to some extent be automated using tools of speech recognition. Figure 1 
shows the editing window for the passage with its accompanying TextGrid. 

 

 
Figure 1. An extract from the passage DGmtA01N141-175 with it's TextGrid identifying 
approximately the beginnings and ends of the utterances of the two speakers FP and PG. 
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The separation of the recording into two separate recordings was carried out by a Praat 
script written for this occasion and which I include at the end of this chapter as an appendix. 

The output of this script is then two recordings with two TextGrids each containing the 
utterances of one speaker. For the rest of this presentation we will look only at the recording of 
speaker FP. 

2.2 F0 detection 
It is often assumed that f0 detection is a totally straightforward matter but this is not entirely 

true, particularly when the analysis is applied to large quantities of data where it is not always 
practicable to check the data manually at every stage. Inexperienced phoneticians often make 
the mistake of using the default parameters for maximum and minimum values of f0. Since in 
Praat this are set to 600 and 75 Hertz respectively they will quite likely entail a number of 
octave errors (i.e. Pitch measured erroneously at twice the actual pitch for a male voice or half 
the actual pitch for a female voice. Two such errors are illustrated in Figure 2 showing the pitch 
measured with the default parameters. 

 

 
Figure 2. Two utterances with pitch measured using the default maximum and minimum 

showing octave errors: 260Hz instead of actual 130 (end of “riscende”) and a double octave 
error of 469 Hz instead of 117 (end of “foglio”) 

 
These errors may not cause a great deal of problem as long as we are just looking at average 

values. They can be very bad for modelling algorithms, however, which may well pick up a 
high target point on one of these errors.  

The most recent version of our Momel+Intsint software incorporates a simple algorithm for 
automatically setting the maximum and minimum values. The fundamental frequency is first 
detected using extreme values (60-700Hz). The 25th and 75th quantiles of the f0 curve are then 
used to estimate the optimal values of the range which are then used to obtain a better estimate 
of the f0 curve. (From unpublished work, De Looze in progress). For this recording the optimal 
range was estimated as 70-230 Hz, preventing the octave errors illustrated above. 

2.3 Momel target detection 
The Momel algorithm, described in detail in Hirst et al 2000, is implemented as an external 

C program but which can be operated from within the Praat environment by means of a Praat 
script (Auran, 2004). 
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In the single file version of the script, the user is given the opportunity to inspect and if 
necessary correct the proposed target points with the possibility to resynthesise the utterance 
with the modelled curve and compare it to the original. The target points are displayed with a 
linear interpolation but for best results the user should choose the option Interpolate 
quadratically (4pts) before listening to the resynthesis. It is necessary to switch back to the 
linear interpolation (Undo) before correcting the targets and after completing the inspection. 
The linear and quadratic interpolations are illustrated in Figure 3. 

 

 
Figure 3. Linear (top) and quadratic interpolation between target points. 

 
Using the linear interpolation it is possible to add, remove or displace target points to obtain 

a better fit. In practice it is better to make use of this possibility only when there is a very clear 
error in the model. In general users report that about one target point in twenty needs to be 
modified. 
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2.4 INTSINT coding 
The INTSINT coding algorithm is implemented as a Perl script. The same Praat script 

(Auran, 2004*) will however call the Perl script without the user having to take any specific 
action. The only proviso is that Perl must be installed on the computer for the script to run. The 
final output of the script is a TextGrid containing both the Momel target points and the 
optimised INTSINT coding. 

 

 
Figure 4. Final output of the Momel-Intsint script. Beneath the signal and the f0 curve the three 
tiers correspond (1) to the target points as detected by Momel, (2) the coded target points using 

the Insint alphabet and finally (3) the target points as recalculated from the Intsint tones. 

3. CONCLUSIONS 
In this paper I have tried to show that the (semi-)automatic modelling techniques we have 

developed in Aix-en-Provence are fairly simple to implement and use from within the Praat 
environment. It is my hope that the availability of tools such as this will make it possible to 
carry out large scale analyses of corpora which it would be virtually impossible to undertake 
manually and thus contribute to the furthering of our understanding of the nature of prosodic 
systems. The possibility of extracting a symbolic representation of an intonation pattern 
automatically from the acoustic data opens a number of interesting perspectives for future 
research. 

4. REFERENCES 

Auran, C., 2004. Momel-INTSINT [Praat script] downloadable from http://www.univ-
lille3.fr/silex/equipe/auran/english/index.html 

Boersma, P.; Weenink, D., 2006. Praat: doing phonetics by computer (Version 4.4.23) 
[Computer program]. Downloadable from http://www.praat.org/ 

De Looze, C., in progress. Influence de l’empan temporel sur les variations prosodiques en 
anglais contemporain. Doctoral thesis, Université de Provence. 

                                                           
* The software is freely available from the address referenced under Auran 2004. Updates and 
extensions are likely to be made in the future. Information will be posted on the Speech Prosody 
mailing list (http://mailup.univ-mrs.fr/wws/info/speech-prosody) 

40



Hirst, D. J., 1987. La description linguistique des systèmes prosodiques. Une approche 
cognitive. Thèse de Doctorat d'Etat, Université de Provence. 

Hirst, D.J. 1998. Intonation in British English. In Hirst & Di Cristo (eds) Intonation Systems. A 
survey of Twenty Languages. Cambridge: Cambridge University Press. 56-67. 

Hirst, D. J. 1999. The symbolic coding of duration and alignment. An extension to the 
INTSINT system. Proceedings Eurospeech ‘99. Budapest, September 1999. 1639-1642. 

Hirst, D.J. 2004. Lexical and Non-lexical Tone and Prosodic Typology. In Proceedings of 
International Symposium on Tonal Aspects of Languages. Beijing, March 2004, 81-88 

Hirst, D.J., 2005. Form and function in the representation of speech prosody. In K. Hirose, D. J. 
Hirst and Y. Sagisaka (eds.) Quantitative prosody modeling for natural speech description and 
generation, Speech Communication, 46 (3-4), 334-347. 

Hirst, D.J.; Di Cristo, A. (eds.), 1998. Intonation Systems. A survey of Twenty Languages. 
Cambridge: Cambridge University Press.  

Hirst, D.; Di Cristo, A.; Espesser, R., 2000. Levels of representation and levels of analysis for 
intonation. In M. Horne (ed) Prosody: Theory and Experiment. Dordrecht: Kluwer Academic 
Publishers, 51-87. 

Hirst, D.; Espesser, R., 1993. Automatic modelling of fundamental frequency using a quadratic 
spline function. Travaux de l’Institut de Phonétique d’Aix 15, 71-85. 

Maghbouleh, A., 1998. ToBI accent type recognition. In Proceedings of the International 
Conference on Spoken Language Processing 98. 

Mixdorff, H., 1999. A novel approach to the fully automatic extraction of Fujisaki model 
parameters. In Proceedings of The International Conference on Acoustics, Speech and Signal 
Processing 1999. 

Wightman, C.; Campbell, N., 1995. Improved labeling of prosodic structure. IEEE Trans. on 
Speech and Audio Processing, 2, 4, 469-481. 

Appendix (PRAAT SCRIPT) 
!praat script  
scriptName$ = "separate_speakers.praat" 
version$ = "2005:11:23" 
!author: Daniel Hirst 
!email: daniel.hirst@lpl.univ-aix.fr 
 
!purpose: Create one copy of a Sound for each speaker  
!  with only his utterances in it 
!requires: One Sound and one TextGrid, both Selected 
!  The Textgrid should have one tier for each speaker  
!  with non empty labels for his utterances. 
!  Intervals without utterances should have no labels. 
 
nSounds = numberOfSelected("Sound") 
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nTextGrids = numberOfSelected("TextGrid") 
if (nSounds != 1) or (nTextGrids != 1) 
 pause "Please select one Sound and one TextGrid" 
endif 
#clearinfo 
 
sound = selected("Sound") 
textGrid = selected("TextGrid") 
soundName$ = selected$("Sound") 
textGridName$ = selected$("TextGrid") 
 
select textGrid 
nSpeakers = Get number of tiers 
 
for iSpeaker to nSpeakers 
 select textGrid 
 speaker$ = Get tier name... iSpeaker 
 select sound 
 newSoundName$ = soundName$+"-"+ speaker$ 
 newTextGridName$ = textGridName$ + "-" + speaker$ 
 Copy... 'newSoundName$' 
 newSound = selected("Sound") 
 To TextGrid... 'speaker$' 
 newTextGrid = selected("TextGrid") 
 select textGrid 
 nIntervals = Get number of intervals... iSpeaker 
 for iInterval to nIntervals 
  select textGrid 
  start = Get starting point... iSpeaker iInterval 
  end = Get end point... iSpeaker iInterval 
  label$ = Get label of interval... iSpeaker iInterval 
  select newTextGrid 
  if start > 0 
   Insert boundary... 1 start 
  endif 
  if label$ = "" 
   select newSound 
   Set part to zero... start end at nearest zero crossing 
  else 
   Set interval text... 1 iInterval 'label$' 
  endif 
 endfor 
endfor 
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